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Modern infrastructures rely on Infrastructure as Code (IaC) systems to keep complex deployments consistent,
reproducible, and scalable at production scale. The reliability of these infrastructures, however, depends on the
correctness of their building blocks, which are reusable components (modules) that each performs a dedicated
task, such as installing a package, managing an OS user, or configuring a service, and reconciling its state with
the desired specification. A central promise of these components is portability: a specification written once
should correctly manage the targeted resource on every OS the IaC component supports. When this property
is violated, defects can propagate across entire infrastructures, causing outages, security vulnerabilities, and
costly misconfigurations.

In this work, we introduce cROSSIBLE, the first automated framework for cross-OS testing of ITaC modules.
cROSSIBLE leverages large language models (LLMs) to synthesize and repair integration tests from structured
module documentation, and executes them across 13 versions of 8 major Linux distributions. While our
techniques are generally applicable to different IaC systems, we instantiate and evaluate them on Ansible,
the most widely used IaC framework for managing individual servers. Evaluation across 259 popular Ansible
modules demonstrates both effectiveness and real-world impact. In just 12 hours of testing, cCROSSIBLE
uncovered 36 previously unknown bugs, including 22 portability violations. In total, 27 issues have been
confirmed by maintainers, with 11 already fixed. The discovered issues range from crashes to dangerous
soundness defects where modules reported success despite leaving systems misconfigured. Beyond bug
discovery, cROSsIBLE improved the code coverage of Ansible modules by 12.3% on average, systematically
exercising OS-specific code paths that existing tests missed.

CCS Concepts: » Software and its engineering — Software testing and debugging.

Additional Key Words and Phrases: infrastructure as code, state reconciliation, cross-platform testing, Ansible

1 Introduction

Modern software systems run on large, heterogeneous infrastructures that must be provisioned and
maintained consistently across environments. The Infrastructure as Code (IaC) paradigm addresses
this challenge by shifting operational tasks into declarative specifications, thereby reducing the risk
of errors and enabling reproducible deployments. In production, IaC reliability is critical: defects in
infrastructure logic have caused outages, security incidents, and costly downtime [1, 27, 37, 60].
In this work, we focus on Ansible [40], one of the most widely adopted IaC systems in indus-
try [29]. Ansible programs, called playbooks, are written in a declarative domain-specific language
(YAML) and specify the desired state of a computing infrastructure. Playbooks are composed of
invocations of Ansible modules, which encapsulate the logic for configuring individual system
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resources. Modules are to playbooks what shared libraries are to compiled programs: a single defect
in an Ansible module can cascade into thousands of failing playbook deployments [48].

Each module exposes an API that lets users describe the intended system state through key-
value parameters. At runtime, the module inspects the current system state (e.g., running services,
configuration files) and applies the necessary changes to reconcile it with the desired state, in a
manner analogous to the operator pattern in Kubernetes [35].

A central promise of modules is portability across their supported operating systems (OSes) [23],
achieved by abstracting away OS-specific differences from users and ensuring consistent behavior
through OS-specific logic in their implementation. But do Ansible modules truly fulfill their promise?
A recent study [23] shows that over 20% of IaC bugs are OS compatibility issues, failures that
manifest only on a subset of supported OSes, or only on specific OS versions. Motivated by these
findings, this paper seeks to provide answers to this question and detect violations of the portability

property.
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detecting OS compatibility bugs in Ansible modules. In

fact, the vast majority of research has focused on play-

book (program) testing [15, 30, 43, 44, 47-54, 56], with only Hassan et al. [32] focusing on modules,
but from an OS agnostic scope.

Approach: Integration tests [8] are the primary mechanism used to validate the correctness of
Ansible modules. But do they assess modules’ portability? To identify existing gaps and assess the
effectiveness of the upstream integration tests in exercising OS-specific behavior, we perform a study
of 434 widely used Ansible modules. The findings of our study then guide the design of cROSSIBLE,
the first automated framework for detecting OS compatibility bugs in Ansible modules.

Detecting such bugs requires more than simply rerunning existing tests across multiple OSes.
We first introduce a formal model of OS compatibility bugs, which defines when executions across
OSes are comparable and provides a foundation for reasoning about portability. From this model,
three challenges emerge: (a) exploring diverse initial states that satisfy module dependencies, (b)
generating meaningful module invocations that respect each module’s API, and (c) validating final
states against the given module invocations.

To address these challenges, CROSSIBLE leverages large language models (LLMs) to synthesize
new integration tests directly from module documentation, enriched by insights from the empirical
study. cROSSIBLE uses a two-stage prompting process: the first stage generates natural-language
test scenarios aimed at uncovering OS compatibility bugs, while the second translates them into

module ﬁ
implementation
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executable playbooks. The generated playbooks are validated, automatically repaired if needed, and
executed across multiple Linux distributions. Execution outcomes are then differentially compared,
with divergences filtered to exclude errors from improper setup tasks, leaving only genuine bugs.
Key results: Our empirical study shows that existing
module integration tests (1) insufficiently exercise all sup-

1 - name: "Install nginx"
ported OSes, mainly due to maintenance and continuous 2~ S>te-bulein-package:
: "nginx
integration (CI) costs; (2) traverse nearly identical code ; state: present
paths across OSes (mean code coverage 80%, maximum ¢ - name: "Deploy nginx configuration”
c g . 1 7 ible.builtin. :
variation 0.73%); (3) rarely test modules on invalid inputs B are: "£iles/myinediuns"
(these account for only 12.5% of test cases per module); ~ ° dest: "/etc/nginx/nginx.conf”
and (4) rely mainly on return values as oracles rather 11 - name: "Ensure nginx is running"
. . 12 ansible.builtin.service:
than also checking the resulting system state (state-based 13 service_name: "nginx!
: : 14 state: started
assertions appear in only 10.8% of test cases per module). 2 nblod: yes

Guided by these findings, we design and imple-
ment cROSSIBLE, which we evaluate on 259 popular An- Fig. 2. Configure nginx using Ansible.
sible modules. In just 12 hours, cROSSIBLE uncovers 36
previously unknown bugs (22 OS compatibility, 14 OS-
agnostic), of which 27 are confirmed and 11 already fixed. Additionally, it improves the average
code coverage across modules by 12.3 points, from 63.2% to 75.5%.
Contributions: This paper makes the following contributions:

o A formal model for reasoning about OS compatibility bugs in IaC systems.

e An empirical study revealing weaknesses in existing Ansible module integration test suites.

e CROSSIBLE, a practical and scalable LLM-based framework that synthesizes integration tests
from module documentation to uncover OS compatibility bugs.

e An extensive evaluation of CROSSIBLE, covering several aspects, including bug-finding capability,
code coverage, and bug characteristics. Overall, cROSSIBLE uncovered 36 bugs in popular Ansible
modules, of which 27 are confirmed and 11 have been fixed. Notably, 13 bugs have been found in
modules included in the main Ansible repository and maintained by the core Ansible developers.

2 Background and Problem Definition

IaC and Ansible: Infrastructure as Code (IaC) manages and provisions computing infrastructure
(e.g., servers, networks) through high-level configuration files rather than manual operations. Users
write declarative IaC programs in domain-specific languages (DSLs) that specify the desired system
state. The IaC system then parses and executes these programs, invoking building blocks that
reconcile system resources (e.g., packages, services, files) with the declared state.

This work focuses on Ansible, the most widely used IaC system for server management. In
Ansible, IaC programs are called playbooks written in YAML format, and their building blocks are
modules, which are small Python programs that perform specific tasks such as installing software,
configuring services, or managing files. Each module invocation inside a playbook is called a task. A
task can result in either Success or Failure. Success outcomes include: ok (the resource is already
in the desired state), changed (the resource was modified and reconciled to the desired state),
and skipped (the module was not applicable). Failure outcomes incorporate: failed (the task
could not be completed because of an unexpected error) and unreachable (the target host is not
reachable) values. When a task fails, Ansible halts playbook execution immediately, unless errors
are explicitly suppressed via the ignore_errors flag.

Figure 2 presents an Ansible playbook that installs and sets up an Nginx server. The playbook
includes three tasks. First, ansible.builtin.package installs the nginx package on the target
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1 # 1. Global Setup: Install Node.js system package

2 - name: "Install Node.js on Debian" # Case A

3 ansible.builtin.apt:

4 name: nodejs

5 state: present

6 when: ansible_facts['os_family'] == "Debian"

7 19 # 3. Module Invocation

8 - name: "Install Node.js on Arch" # Case B 20 - name: "Install 'sqlite3' package"

9 ansible.builtin.pacman: 21 community.general.npm:

10 name: nodejs 22 state: present

11 state: present 23 name: "sqlite3"

12 when: ansible_facts['os_family'] == "Archlinux" 24 register: npm_result

13 25

14 # 2. Test Case Setup: Clear npm packages 26 # 4. Validation: Check module's return value
15 - name: "Remove existing node_modules” 27 - name: "Assert package installation succeeded"
16 ansible.builtin.file: 28 ansible.builtin.assert:

17 path: "/usr/lib/node_modules" 29 that:

18 state: absent 30 - npm_result is success

Fig. 3. Test for community.general.npm [12], showing all test phases, conditional invocation for cross-OS
setup, and validation of the module’s reported result.

system (lines 1-4). Next, ansible.builtin. copy deploys the Nginx configuration file to the
desired destination (lines 6-9). Finally, ansible.builtin. service ensures that the Nginx service
is both started and enabled on boot (lines 11-15). Each module may receive arguments that influence
its functionality. For example, ansible.builtin.package takes two arguments (lines 3 and 4):
name: "nginx", which specifies the package to manage, and state: present, which specifies
that the package should exist on the target system.

Ansible modules and playbooks are distributed through a specific packaging format called col-

lections. Collections are published on Galaxy, Ansible’s official package registry [3]. Ansible also
offers some collections built into its runtime, such as ansible.builtin, similar to what Python
does with modules such as os and math.
Testing in Ansible: Ansible collections primarily employ three types of testing: sanity tests, unit
tests, and integration tests [10]. Sanity tests perform lightweight static code analysis to enforce
coding standards and detect common issues (e.g., ill-formed YAML files), while unit tests verify the
behavior of individual parts of the modules’ implementation. In contrast, integration tests validate
functional correctness by executing modules in realistic environments and verifying both their
status and effects on system state.

The integration test suite of a module is typically run as a playbook that includes a series of
tasks exercising the module under test in various scenarios. Figure 3 shows an integration test
adapted from the community.general.npm [12] module’s test suite. This test case validates that
the module successfully installs a specified npm package on the target system. An integration test
case in Ansible follows the workflow below:

1. Global setup. These are tasks that install dependencies and set up the necessary environment
to invoke the module under test. For example, the community.general.npm module requires
Node.js. Therefore, before invoking the module, Node.js must be installed on the target system
(Figure 3, lines 1-12). Setup tasks may include conditional statements to account for different OS
distributions (e.g., Figure 3, lines 6 and 9). Notably, global setup tasks are often shared between
different test cases.

2. Test case setup. These are tasks that establish the system state required for a specific invocation
of the module under test. For example, a scenario that verifies whether community.general.npm
installs sqlite3 must begin with a state where no npm package is installed on the target system
(Figure 3, lines 14-18). These tasks are scoped to individual test cases and ensure that the module
operates on a clean and controlled initial state.

3. Module invocation. These tasks execute the module under test with various parameters to
simulate different usage scenarios. For example, in Figure 3, the community.general .npm module
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19 # 3. Module Invocation

20 - name: "Move home directory"
21 ansible.builtin.user:
22 name: movefuser
23 home: /tmp/newhome
24 move_home: true
1 # 2a. Test Case Setup 25
2 - name: "Create user with home /tmp/oldhome" 26 # 3a. Validation: Probe state
3 ansible.builtin.user: 27 - name: "Stat file in new home"
4 name: movefuser 28 ansible.builtin.stat:
5 home: /tmp/oldhome 29 path: /tmp/newhome/testfile.txt
6 create_home: yes 30 register: movedfile
7 31
8 # 2b. Test Case Setup 32 # 3b. Validation: Assert on probed state
9 - name: "Create a file in the original home" 33 - name: "Ensure home moved"
10 ansible.builtin.copy: 34 ansible.builtin.assert:
11 dest: /tmp/oldhome/testfile.txt 35 that:
12 content: "old home" 36 - movedfile.stat.exists

Fig. 4. Test generated by our tool for the built-in user [57] module, where explicit state validation uncovers
an OS compatibility bug on Alpine Linux.

is invoked with two named arguments specifying that the npm package sqlite3 should be installed
on the system (lines 20-24).

4. Validation. Upon invoking the module under test, an integration test ensures that the module
behaves as expected. This is done by either: (a) checking the task’s status (e.g., Success or Failure;
Figure 3, lines 27-30) using specific testing utilities, such as the assert module, or (b) running
additional tasks to validate the resulting system state directly (more details in Figure 4, lines 21-31).
If an integration test fails with an Assertion Error, it failed during validation; otherwise it failed
in a previous phase.

2.1 OS Compatibility Bugs in Ansible Modules

A key promise of IaC systems such as Ansible is portability [23]: Ansible provides many modules
that are intended to operate consistently across different OSes (e.g., Ubuntu, RHEL, Windows). For
example, the ansible.builtin.package module (Figure 2, line 2) serves as a generic package
manager that automatically delegates to the appropriate underlying package manager (e.g., apt,
dnf, etc.) based on the target system’s OS. This design helps system administrators to effortlessly
deploy their programs across heterogeneous environments. However, a recent study shows this
portability promise is often violated. In particular, OS compatibility bugs, which are defects that
appear only on specific operating systems or versions account for 23% of all IaC bugs [23].

To illustrate OS compatibility bugs, Figure 4 highlights an issue in the ansible.builtin.user
module [39], which manages user accounts in Unix-like OSes [57]. The test case validates the
module’s functionality to migrate a user’s home directory. The test case first sets up the initial
system state by creating a user named movefuser with a non-empty home directory (lines 1-12).
Then, it invokes the module under test with the argument move_home: true (lines 20-24). Finally,
validation tasks confirm whether the home directory of movefuser has been migrated (lines 26-36).

While this test case passes on mainstream Linux distributions (Debian, Fedora, Ubuntu, RHEL),
it fails on Alpine Linux. There, the test assertion at line 33 fails because ansible.builtin.user
reports success without actually moving the directory. The root cause is that Alpine relies on
BusyBox utilities, whose adduser command lacks support for migrating home directories, unlike
the usermod -margument used by other distributions. Since the module does not guard against
this missing feature [6], it silently ignores move_user on Alpine and falsely reports Success. This
defect could only be revealed by testing both the module’s reported status (Success or Failure;
Figure 3, lines 27-30) and the actual system state to verify that the home directory was moved. We
detected this bug by generating such a test case, reported it to the Ansible developers, and they
subsequently fixed it by implementing the missing move functionality.
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2.2 Problem Formulation

In this section, we formally introduce the problem that our work tackles.
Definition 2.1 (Ansible Module Semantics). An Ansible module is modeled as a transition function
M : State X P (Predicate) —> Status X State

where

e S € State is a snapshot of all observable, mutable aspects of an operating system, including
filesystem contents, installed packages, and running services.

e ¢ € Predicate is a statement that declaratively describes an abstract system property, e.g.,
“sqlite3 is installed” or “the nginx service is running.”

e r € Status denotes the status of the module invocation, such as Success or Failure.

Given an initial system state S € State and a set of predicates ®, a module invocation M(S, ®)
yields a pair of the form (r, ') with the following semantics: If = Success, then the resulting
system state S’ satisfies ®. For example, if ® = {“Node.js is installed”}, then S’ is a state where
Node.js binaries and libraries are present in the file system. Otherwise, if » = Failure, then S’ = S.

In addition to Definition 2.1, we introduce two auxiliary functions. The function Supported(m)

gives the set of OS names (e.g., Debian, Alpine) on which module m € Module is supported according
to its documentation. We also define the function Deps(m), which returns the dependency predicates
® € P (Predicate) required for the module m to execute.
Example: Consider the test case in Figure 3 for community.general .npm. Here, m € Module
is community.general.npm, and Deps(m) consists of the predicate “npm installed in bin path",
as stated in the module’s documentation [12]. The test case satisfies this predicate differently on
Debian (lines 2-6) and Arch (lines 8-12) systems.

Definition 2.2 (OS compatibility bug). Let a module m € Module and target set of predicate
® € P(Predicate). An OS compatibility bug exists if:

A®, € P(Predicate), i, j € Supported(M), EISoi,S({ € State, i # j
such that _ _
(1) S! |E Deps(M) Ud, A S | Deps(M)U ®,,
(2) (r',S") = M(S,, ®),
(3) (. 57) = M(5], @),

@ (rr£r) v (S"E® A STED) Vv (STED A STED).
That is, a module m € Module exhibits an OS compatibility bug when, for two operating systems
i, j € Supported(m) that both satisfy its dependencies (condition @), execution yields inconsistent
results (condition @), i.e., either different statuses (e.g., success on one OS but failure on the other),
or divergent final system states. Specifically, the final state S’* in OS i may fail to satisfy the predicate
® while the corresponding S’/ in OS j does so, and vice versa.

Example: Consider again the example of Figure 4. Here, the user module requires no dependency
predicates, so Deps(m) = (. The initial system state before invoking user is defined based on &,
(lines 1-12):

e “a user with name movefuser and home /tmp/oldhome exists,”

e “afile at /tmp/oldhome/testfile.txt with content 01d home exists”
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|: yes /no Ve yes / no ':

Fig. 5. Cross-platform differential testing in our formal model with two oracle types. V4 checks statuses of
module invocations, while V5 checks whether the output state S’ satisfies the predicate ®.

=S («—©
<—©

The user module exhibits an OS compatibility bug: although both Debian and Alpine satisfy
®,, invoking the module with ® = {“the home directory of movefuser is /tmp/newhome”} (lines
20-24) produces different results. On Debian ® holds after module invocation, but on Alpine it does
not, causing the assertion at line 33 to fail.

Relation of the formal model to integration test workflow: Our formal model corresponds to
the integration test workflow introduced earlier. Consider a module m executed on operating system
i. First, the global setup tasks (Figure 3, lines 1-12) establish a state S; such that S; = Deps(m).
Next, the test case setup tasks (Figure 3, lines 14-18) create a state S where S! | Deps(m) U ®,. The
module invocation task then applies M to produce M(S., ®) = (r,S’"). Finally, validation tasks use
two types of oracles: validating the module invocation status (Figure 3, lines 27-30), or verifying
that $’7 satisfies @ (Figure 4, lines 27-36).

Remark: While our definition focuses on OS compatibility bugs, the model also captures generic
module bugs (i.e., when S’ [£ ®, or when r does not match the expected Success or Failure value).
We implicitly leverage this in our evaluation (Section 5.1) to uncover OS-agnostic bugs. Future
work can apply the model to design oracles for any type of module defect.

Challenges: This paper aims to uncover OS compatibility bugs in popular Ansible modules. Based
on Definition 2.2, we need to generate tests that invoke a module with different initial system states
and predicates, and then differentially compare validation outcomes across OSes using two oracles
using two oracles (Figure 2.2): V4 and Vp. Oracle V4 checks whether the outcome of a module
invocation differs across OSes (e.g., failure on one OS but success on another). Oracle Vp evaluates
the state-based assertions (S = @ across OSes and verifies that the predicates hold consistently.
Implementing this procedure raises three key technical challenges:

C1 Initial system state exploration: Exploring diverse entry states S/ for each OS i, while ensuring
that these states satisfy Deps(m).

C2 Predicate generation and translation: Exploring diverse predicates ® to be provided to
the transition function M corresponding to the module under test. Each generated pred-
icate must be translated into the corresponding named arguments used to invoke the
Ansible module. For example, when testing the user module of Figure 4, the predicate
® = {“the home directory of movefuser is /tmp/newhome”} is translated to the named argu-
ments shown in lines 22-24. This translation process is not trivial.

C3 State validation: Designing state-based checks of the form S’ |= @, which are used by oracle
Vp in Figure 5. These state-based checks aim to validate that the final system state S’ satisfies
a certain predicate set ® according to S’ = ®. However, the challenge here lies in how the
operator |= is implemented so that it can reliably determine if the given state fulfills the
specified predicates.
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0 Test Managed Nodes Table 1. Tested Linux distributions.
I T—
| Crwens
; + [ Fixed Dependencies ] Distribution Version(s)
[SRC & Tests ] SsH ! i[__osz | 04, 24.
T | (| b 1
A e T ' Fedora 40, 41
‘ T — Rocky Linux 9.3
o RHELUBI 9
| [Fred bepondencies |
: b ' openSUSE Leap 15.6, Tumbleweed
Arch Linux 2025-04-02 (snapshot)

Alpine Linux ~ 3.20.6, 3.21.3

Root Cause Analysis

Integration Test Test Result & Divergence
Execution Coverage Extraction Detection

Fig. 6. Empirical study methodology.

3 Understanding OS-sensitive Integration Test Failures

To better understand the limitations of current integration tests in Ansible modules, we perform a
small empirical study. Our goal is to identify how existing tests fail and gain insights for designing
new integration tests that can uncover OS compatibility bugs.

3.1 Methodology

Module selection: We query GitHub’s API for non-archived repositories in the
ansible-collections GitHub organization, which contains all collections in a full Ansible
installation [9]. This gives us 118 upstream and community-maintained collections. We also include
the core ansible repo, which hosts the ansible.builtin collection. For each collection, we
download the source and identify candidate modules by searching the plugins/modules directory,
where Ansible module source code is stored [4]. This yields 3,871 candidate modules.

Collections use a standard structure where each module has a corresponding test directory.
Matching modules to these directories yields 1,596 modules with dedicated integration tests. For
each module, we run the integration test suite in a maintainer-defined Docker container via the
ansible-test integration -docker default command. For 707 modules, the test suite is
skipped due to missing cloud (e.g., AWS, GCP) or vendor-specific (e.g., IBM) credentials. For 455
modules, the test suite fails due to ad-hoc testing techniques (non-standard test placement, alterna-
tive execution methods) or requirements for specific hardware (e.g., the eos_acl_interfaces
module requires an EOS network device). This leaves us with 434 modules for which all integration
tests pass in their default container image.

OS selection: We select a diverse set of Linux distributions to evaluate the portability of integration
test suites across OS families and versions. We source OS images from the official Docker repositories.
Table 1 lists the 13 OS / version combinations used in our experiment.

Experimental Setup: Figure 6 shows our empirical study architecture. The control node executes
Ansible 2.18 and Python 3.12. For each of the 434 modules in our dataset and each of the 13 OS /
version combinations our framework: (a) spawns a managed node container running the specified
OS version, (b) connects via SSH and runs the module’s full integration test suite through the
ansible-test command, (c) collects the execution result (Success / Failure), and (d) gathers
coverage metrics for the module’s Python source code. When integration tests fail, we also collect
information on the last executed task, allowing us to identify in which phase (setup, module
invocation, or validation) the failure occurred (Section 2).
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Fig. 7. Integration test execution results across tested operating systems. Each bar categorizes all 434 tested
modules into four groups, based on whether their integration tests reached module logic and whether the
test suite completed successfully. Green bars indicate that the test suite skipped execution for unsupported
OSes. All modules succeeded on at least one OS.

3.2 General Findings

Finding 1: Across tested distributions, 82% (2,339 / 2,854) of module test failures occur during the setup
phases of integration tests. Most integration tests fail during global or test case setup tasks (recall
Section 2), before reaching the module logic. The red bars in Figure 7 illustrate this pattern. While
Ansible modules may support various operating systems, their integration tests only cover a limited
subset because test environments cannot always be set up properly. Our discussions with module
maintainers [26] confirm this: coverage across operating systems is constrained by continuous
integration CI resources (limited worker capacity, runtime costs) and technical feasibility, since
adding tests for all supported platforms can be tedious.

This highlights the challenge of properly setting up test execution environments (Challenge C1,
Section 2.2).
Finding 2: The code coverage of modules (mean 80%) exhibits small variation (max 0.73) across OSes.
Across the 113 modules that run successfully on all examined OSes, average code coverage ranges
from 79.4% (Rocky Linux 9.3) to 80.13% (Ubuntu 22.04). While this might suggest these modules are
portable across OSes, prior work [23] shows that 23% of IaC bugs are compatibility-related. A more
likely explanation is that OS-specific behaviors reside in the untested 20% of code paths. Reaching
these segments requires test cases tailored to specific OSes, which likely explains their absence
from current test suites.
Finding 3: Negative test cases (mean 12.5% per module) are not widely used. Integration testing
must verify that modules fail safely on invalid inputs or improper system states, rather than
only exercising the happy path. Prior work [23] reports that 14% of module-level bugs arise from
improper handling of such cases, e.g., declaring a file permission with the invalid octal code 8999,
or failing to gracefully handle missing dependencies. Table 2 summarizes the prevalence of negative
test cases across our studied modules. Notably, 45.4% of modules do not include any negative test
cases. These results emphasize the need to account for invalid states and inputs during predicate
and system generation (Challenges C1 and C2, Section 2.2).
Finding 4: State-based assertions (mean 10.8%
per module) are not widely used. Oracles can  Table 2. Per-module prevalence (percent) of negative
be either status-based or state-based (recall test cases and state-based assertions.
oracles V4 and Vg in Figure 5). State-based
oracles are crucial because they can reveal Description 5% Mean Median 95% Histogram
defects where a module reports Success but ~ Negativebased tests 00 125 39 500 L.
fails to achieve the desired system state, Ta- State-basedassertions 0.0 108 00 476 L
ble 2 shows that more than half (58.3%) of in-
tegration test suites contain no state-based assertions. Interestingly, 5/434 modules, such as
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options: EXAMPLES:
file: community.general.xml:
desc: Path to the file path: /foo/bar.xml
to operate on. xpath: /business/rating
type: string print_match: true
xpath:
desc: A valid XPath [...]
module: xml expression.
short_description: type: string RETURN:
A CRUD-like interface print_match: count:
to managing bits desc: Print matches. desc: The count of
of XML files. Requires 'xpath' xpath matches.
requirements: to also be set. type: integer
- 1xml >= 2.3.0 type: boolean sample: 2
[...] [...] [...]
(a) Description and dependencies. (b) Options (parameters). (c) Examples and return values.

Fig. 9. Upstream YAML documentation for the community.general.xml [7] module.

ansible.builtin.iptables[5], rely exclusively on state-based assertions, suggesting that main-
tainers recognize their value. These findings highlight the need for broader adoption of state-based
assertions (Challenge C3, Section2.2) to uncover bugs that status checks alone would miss.

4 Design of cROSSIBLE

Overview: Building upon our formal model and empirical findings, we present cROSSIBLE, a
framework that automatically generates integration tests to detect OS compatibility issues in Ansible
modules. cROSSIBLE leverages the official documentation of Ansible modules and large language
models (LLMs) to tackle the challenges of finding OS compatibility bugs.

Figure 8 shows the architecture. Given an input module, cROSSIBLE first extracts rele-
vant documentation metadata (e.g., dependencies, input parameters). This metadata is passed
to an LLM, which generates integration test scenarios in natural language to exercise OS-
specific module behaviors. In a second stage, these scenarios are converted into concrete
YAML tasks conforming to the Ansible DSL (Ansible DSL generation). The generated tasks are
validated for syntactic and semantic correct-

‘ DSL Repair H
[

LLM-Powered Phases

Test Scenario |~ Ansible DSL
Synthesis Generation

ness using automated Ansible tooling. If valida-
tion fails, the framework re-prompts the LLM
with specific error messages to iteratively re-
pair the YAML (DSL repair). Each validated in-
tegration test suite is executed across multiple ;
Linux distributions using our cross-platform
testing infrastructure (recall Figure 6). The ex- Dotaaat ||
ecution traces are compared to detect OS com- | _Bcution |
patibility bugs. Finally, cROSsIBLE employs de-

terministic filtering (false positive filtering) to

exclude divergences occurring in setup phases, Fig. 8. Architecture of cROSSIBLE.
which do not represent genuine module bugs.

False Positive
Filtering Bug m

= 5
Extraction

Module

4.1 Design Principles

Employing Large Language Models: Our study shows that even expert-written integration tests
are fragile to system state and execution semantics (Section 3.2), making it difficult to anticipate all
OS-induced failures and preconditions. Encoding OS-specific quirks, DSL constraints, and system-
state requirements in fixed templates is challenging. Core Ansible maintainers [26] confirm that
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the main barrier to thorough integration testing is the substantial human effort required to write
and maintain tests.

Large language models (LLMs) offer a promising alternative. Prior work [32, 34, 61] shows

that LLMs can generate valid IaC code from structured or natural-language descriptions and
detect defects in DSL [16]. Recent work [11, 38] also demonstrates that LLMs effectively detect
misconfigurations in declarative configuration files, analogous to declarative module invocations
in our setting. We therefore design an LLM-assisted testing framework guided by our empirical
findings.
API-guided Synthesis: A key challenge of testing Ansible modules is their diversity. There are
modules for managing various resources: databases, networks, file systems, and more. Designing
a system or predicate generator capable of producing inputs for all these diverse domains is
challenging. To address this, our approach targets a specific Ansible module and provides its
documentation directly to the LLM. Each module’s source contains structured YAML documentation
that guides each part of the integration test (setup tasks, module invocation, etc.). Figure 9 shows
the documentation for the community.general.xml module:

1. Description and external dependencies. Figure 9a illustrates a brief description of the module’s
purpose and a list of external dependencies. Notably, this part of the documentation specifies the
premises, the predicates that must hold for the module’s dependencies in order for it to operate
successfully (i.e., Deps(m), Section 2.2). For example, community.general.xml requires “the
Python package 1xml > 2.3.0 is installed”, while community.general .npm requires “npm installed
in bin path” [12]. Our approach leverages these predicate to produce a state that satisfies them via
an LLM. This addresses Challenge C1 (Section 2.2): ensuring S’ |= Deps(m) on the OS i.

2. Parameter semantics and input types. A list of parameters with their semantics and input types
(e.g., Figure 9b). This information enables the LLM to generate suitable predicates for module
invocation and validation (e.g., “the attribute foo is absent from the XML file at /bar.xml”)
and translate them into valid Ansible DSL syntax. This addresses Challenge C2 (Section 2.2) by
producing diverse predicates ®, and informs oracle design (Challenge C3) by establishing expected
behavior.

3. Examples and return values. Example invocations of the module and the semantics of their

return values (e.g., Figure 9c). This further helps the LLM generate proper module invocations
and validation tasks. Our API-guided synthesis approach aligns with recent work showing that
LLMs generate IaC programs most effectively when combined with retrieval-augmented generation
(RAG) [34].
Self-planning code generation: Our design follows the “self-planning code generation" para-
digm [33], which introduces an explicit planning stage prior to code generation. In this paradigm,
the model first generates a structured plan in natural language that captures the high-level logic of
the desired integration test (test scenario synthesis, Figure 8). The test plan is then translated into
executable Ansible DSL code (Ansible DSL generation). This two-phase approach enables cROSSIBLE
to explore richer and more precise test ideas without considering Ansible’s DSL constraints.

4.2 Architecture

Step 1: Documentation extraction: The input to cROSsIBLE is an Ansible module m. Each
module’s source code embeds its documentation and usage examples as top-level string variables:
DOCUMENTATION, RETURN, and EXAMPLES. cROSSIBLE statically retrieves this documentation (Fig-
ure 9) by parsing the module’s abstract syntax tree (using Python’s ast module). This step ensures
that cROSsIBLE captures the exact documentation version corresponding to the code under test.

Step 2: Test scenario synthesis: cROSSIBLE uses an LLM to generate structured integration test
scenarios in natural language based on the extracted documentation. Figure 10 shows a simplified
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[System prompt]: You are an expert in Ansible, Linux OS internals, and
integration testing. Your task is to uncover compatibility bugs across
diverse Linux distributions by designing documentation-compliant
integration test scenarios.

[User prompt]:
You are given a batch of test scenarios for the module
[User prompt]: Generate exactly 10 integration test scenarios for the {collection} {module_name}.
module {m(})d}u(le_r‘lame} from collectAion (c‘ollectif)n}i Th? goal is to identify Each scenario includes name, goal, setup, main_task (with parameters),
OS compatibility issues across multiple Linux distributions. oracle (assert-style conditions), negative_test (yes/no)
Documentation: Your task: Convert this into valid Ansible YAML for integration tests.
- {description}
- {examples} Output Instructions:
- {return_output} 1. If present, begin with the Global Setup Tasks block.
- 2. For each scenario, output:
Execution Context: — Setup tasks
Ansible 2.18, Python 3.12, minimal Docker base images, OS list: {os_list} — Main task (register: result; use ignore_errors: true for negative tests)
- - Oracle: each condition as a separate ansible.builtin.assert task
Global Setup Block:
- Install all required packages and dependencies (explicitly from Documen- Assertion Guidance:
tation provided). - Each oracle condition must be implemented as its own
- Enable required services (e.g., databases, daemons, systemd). ansible.builtin.assert task.
- Create necessary users, directories, config files. - Use only valid fields: result. failed, result.changed, result.ok.
- Assume no pre-installed tools. Redundant installations are allowed for
reliability. 0OS-specific Instructions:
- Use shell commands when necessary to avoid undocumented Ansible - Scenarios run across OSes: "Alpine", "Archlinux’, "Debian", "Fedora",
features. "SUSE", "Rocky", "RedHat", "Ubuntu".
SoenATiO Req I ements (10| ot} - If setup differs per OS, use conditionals:
5 : . For example:
Each scenario must include: L s " N o 0
. . . when: ansible_facts["distribution"] == "Ubuntu!
- name: short, unique identifier or
= gl wiyy (Lo seemen ey meve OF anmpriitiliis fes when: ansible_facts["distribution"] in ["RedHat", "Fedora"]
- setup: preparatory steps for system state
- main_task: exact module invocation with parameters from Documentation
- oracle: assertions validating outcome Allolwed Moflulfs (f(?r setup, oracle):
- negative_test: yes/no ansible.builtin.file,
ansible.builtin.package,
Constraints: ansible.builtin.pip
- At least 5 scenarios must be negative tests (expected to fail, but may Avoid undocumented or invalid modules.
succeed on specific platforms) Use ansible.builtin.shell as a safe fallback.
- The oracle must also include tasks explicitly examining system state to . .
validate outcome. YAML Quoting Reminder: A A
- Do not return YAML or explanations, but only structured plain text. Always quote names/values that contain special characters (e.g., colons,

pipes, angle brackets).

Fig. 10. Prompt template for test scenario synthesis. ~ Fig. 11. Prompt template for Ansible DSL generation.

version of the prompt. Each scenario follows the integration test workflow described in Section 2.
A scenario includes a name and goal stating why it may expose OS compatibility issues. It specifies
predicates that define the execution environment (e.g., installing dependencies, refining system
state) and describes the module invocation using parameters from the documentation, along with
strategies to validate the resulting system state.

The prompt emphasizes properly setting up the test execution environment by instructing the
LLM to retrieve dependencies from documentation, assume nothing is pre-installed, and enable
required services. This reduces setup failures (Finding 1, Section 3.2). The prompt also requests
both positive scenarios (expecting successful execution) and negative scenarios that test module
behavior under ill-formed inputs and states, addressing the lack of such tests in Finding 3. Finally,
it directs the LLM to validate the resulting state to ensure module correctness (Finding 4).
Example: Figure 12a shows the test scenario synthesis result for the ansible.builtin.user
module. The scenario involves creating a user and then validating that the user’s home directory
is moved to a new location. This test scenario is later translated into an Ansible integration test
(Figure 4) by a subsequent step of CROSSIBLE.

Step 3: Ansible DSL Generation: The structured test scenarios from the previous stage are
converted into executable Ansible integration tests. This is done through a prompt (Figure 11) that
instructs the LLM to generate an Ansible playbook in YAML format. Note that the prompt provides
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name: MoveHomePreservesFiles TASK [Create user with home /tmp/oldhome]
changed: [localhost]
goal: Verify ‘move_home: true’ moves existing home
contents and updates file entry TASK [Create file in the original home]
changed: [localhost]

setup:
- user: name=movefuser home=/tmp/oldhome TASK [Move home directory]
create_home=yes state=present changed: [localhost]
- copy: dest=/tmp/oldhome/testfile.txt
content="0ld home" TASK [Stat file in new home]
ok: [localhost]
main_task:
user: TASK [Ensure home moved]
name: movefuser fatal: [localhost]: FAILED! => {
home: /tmp/newhome "assertion": ”movedfile.stat.exists”m
move_home: true "changed": false,
state: present "evaluated_to": false,
"msg": "Assertion failed"
oracle: ]
- assert: user_result is succeeded
- stat: /tmp/newhome/testfile.txt -> exists PLAY RECAP
negative_test: no localhost : ok=4 changed=3 failed=1
(a) Test scenario (b) Execution trace

Fig. 12. The test scenario and the execution trace of the integration test presented in Figure 4.

guidance on OS-specific conditionals, including concrete examples and the complete list of OS
distribution strings (e.g., ansible_facts["distribution"] == "Ubuntu"). These conditionals
are used only when setup tasks require OS-specific handling, preventing failures from incorrect
platform-specific DSL usage.

Example: This step converts the test scenario for the ansible.builtin.user module (Figure 12a)
into the Ansible integration test of Figure 4, which we discussed in Section 2.1.

Step 4: DSL Validation and Repair: Each batch of ten generated integration tests undergoes
lightweight validation before execution. The validation ensures that tests (1) are well-formed (no
YAML syntax errors) and (2) respect Ansible semantics, such as correct variable references and
properly structured control constructs (e.g., when clauses, loops). This follows a fail-fast strategy:
each test is validated and stopped on the first error. Tests that pass validation proceed to execution,
while those that fail have their errors recorded and are sent to the DSL repair stage.

Batches rejected during validation enter the DSL Repair phase, where the LLM corrects reported

issues. This follows prior work showing that feedback-guided prompting improves IaC code
generation [61]. For each failing batch, the model receives the full YAML content, validator output,
and exact error location. It is instructed to apply minimal fixes while preserving task logic. Because
validation uses a fail-fast strategy, multiple repair-validation cycles may be needed to resolve all
errors (see Section 5.4 for details).
Step 5: Cross-OS execution and divergence detection: We considered two execution strategies
for the generated integration tests. In terms of our formal model (Section 2.2), both execute
M(S}, ®) across every supported OS i but differ in how they establish the required global state
(S! E Deps(M) U &,). The first strategy runs generated tests independently, while the second
appends them to the module’s existing integration tests, reusing the maintainers’ setup tasks.
Across a sample of 40 modules with passing tests on all OSes, the second approach enabled 20%
more generated tests to complete without setup failures. We therefore adopt the second strategy,
limiting evaluation to modules whose existing integration tests pass on at least two OSes.

When divergences occur across OSes, we retain only cases where one outcome is failure and
another is success, as these divergences more likely indicate genuine OS compatibility issues.
Step 6: False positive filtering: Divergences occurring before module invocation are not genuine
compatibility bugs. Instead, they indicate faulty test setup that fails to establish S, correctly. Our
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synthesized scenarios contain annotations indicating each task’s phase (e.g., “setup”, “main_task",
“oracle" in Figure 12a). DSL generation preserves these annotations as comments (e.g., Figure 4,
lines 1, 14, 19, 26).

Our filtering technique takes as input the playbook execution trace of the failing test (e.g.,
Figure 12b) and the YAML source of the test case. We traverse the tasks to locate the failing one; if
it precedes module invocation, we classify the divergence as a false positive and exclude it from
manual analysis (Section 5.4).

4.3 Implementation

cROSsIBLE consists of 2.5k lines of Python
code. Its input is an Ansible module’s source Table 3. Model/temperature used for each phase.
code and integration tests. The generated tests

undergo two validation steps: syntactic checks Phase Model Temp.
using .the r ual.rnel -yaml libr a{,y and semantic Test Scenario Synthesis DeepSeek-R1-0528 0.6
checking wusing the ansible-playbook DSL Generation DeepSeek-V3-0324 0.0
-syntax-check command. The semantic DSL Repair DeepSeck-V3-0324 0.0

check uses the same method as Ansible’s own

tests. For cross-OS execution, we reuse the container-based infrastructure from our empirical study
(Section 3.1). To append generated tests to existing ones, we identify the module’s integration test
entry point (typically main.yml) and add generated tests at the end.

Prompt engineering: Table 3 lists the LLM variants and temperatures used in each phase of
CROSSIBLE. CROSSIBLE employs the DeepSeek family models [24, 25] for their cost-performance
balance and prior success in generating Ansible programs [31]. We use these models via their
official APIs.

For test scenario synthesis, we use the reasoning variant (R1-0528) as this phase requires
creativity and explicit reasoning. For Ansible DSL generation and repair, we use the core model
(V3-0324) as these steps require precision and syntax compliance. Sampling temperature strongly
affects output quality [31]. Higher values (0.6-0.8) yield diverse, creative results, while lower ones
(0.2-0.4) improve determinism. For the test scenario synthesis step the temperature score is 0.6,
favoring diversity to uncover OS-sensitive edge cases, consistent with work [59]. For Ansible DSL
generation and repair, our temperature score is 0.0, prioritizing precision and determinism.

5 Evaluation
We evaluate cROSSIBLE based on the following research questions:

RQ1 How effective is cROSsIBLE in finding OS compatibility bugs? (Section 5.1)

RQ2 Which OSes are affected most, and what are the symptoms and root causes of found bugs?
(Section 5.2)

RQ3 To what extent does cROSsIBLE improve module code coverage compared to the original
integration test suites? (Section 5.3)

RQ4 How capable is cROSsIBLE at producing valid tests and what is the prevalence of false positives?
(Section 5.4)

Experimental Setup: We reuse the experimental setup from our empirical study (Section 3): the
control node runs Python 3.12 and Ansible Core 2.18, while managed nodes run the OSes listed in
Table 1. We also reuse the 434-module dataset, applying one additional filter. Since our strategy
appends generated tests to existing integration tests, we keep only modules whose original tests
pass on at least two OSes for differential testing. This yields 259 modules for evaluation. cCROSSIBLE
uses the official DeepSeek API for all LLM phases. For each module, cROSSIBLE generates 18 batches
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Table 4. (a) Distribution of reported bugs according to resolution status and OS sensitivity, (b) number of
affected operating systems for OS-sensitive bugs, (c) bug count by Ansible collection.

Status compat. bug 0S-Agnostic Total 0S family Bug count Collection Count
Reported 5 3 8 : - o
o 1 s 16 Alpine 8 ansible.builtin 13
Fixed 5 6 11 Debian-based 7 community.general 13
Wontfix 1 0 1 RedHat-based 5 ansible.posix 4
Total 22 1 36 OpenSUSE 1 community.dns 2

(a) All \ Debian-based 1 Others 4

Total 22
otal ©
(b)

of 10 scenarios (180 tests per module). With 259 modules total, this yields 46,620 test scenarios
overall. The full workload runs for 12 hours with a total API cost of $42.

5.1 RQ1: Effectiveness of cROSSIBLE

When a test fails on every OS, cROSSIBLE logs a warning message, along with crash markers (e.g.,
Python tracebacks). Although these issues fall outside our primary focus on OS portability, they
represent genuine module bugs. We report them alongside OS compatibility bugs, noting that their
detection is a by-product of the cROSSIBLE pipeline.

Table 4a summarizes the bug-finding results of cROSs1BLE. Within 12 hours, cROSSIBLE uncovers
36 previously unknown bugs, including 22 OS compatibility issues, with 27 confirmed and 11 fixed at
the time of writing. Table 4c shows that 13 bugs affect the core ansible.builtin collection, which
resides in the main Ansible repository and is maintained by core developers. All of them are OS-
sensitive bugs, and all of them have been confirmed. An equal number affects community.general,
the most popular third-party collection (most GitHub stars/issues). In total, the detected bugs span
25 unique modules within the collections listed in Table 4c, representing 10% of the 259 modules
tested. These modules span diverse functionality: package managers, cryptographic secrets, OS
resources (e.g., users, crontabs), and XML files.

Of the 36 detected bugs, 22 are OS compatibility issues while 14 are OS-agnostic, failing across
all examined OSes. This highlights the utility of our approach for uncovering both portability and
general bugs in Ansible modules.

5.2 RQ2: Qualitative Bug Characteristics

Affected operating systems: Table 4b shows the distribution of OS compatibility bugs. Alpine is
most affected (8 bugs), as modules frequently assume that glibc or GNU tools are present, while
Alpine relies on mus1[41] and BusyBox[18], which are not always compatible. Fixes for such bugs
commonly add conditional logic to handle Alpine-specific behavior. Despite this overhead, Alpine
support is essential due to its wide container adoption. On DockerHub, Alpine has 12.6M weekly
downloads [19], compared to 4.5M for Ubuntu [21] and 4.0M for Debian [20].

We also observe that bugs affecting one OS family member affect all others: cROSsIBLE found
seven bugs in Debian-based systems and five in RHEL-based systems. This suggests that testing
one distribution per family may suffice, especially given limited CI resources.

Bug symptoms: Figure 13a shows the distribution of symptoms grouped by OS sensitivity. We
reuse the taxonomy of Drosos et al. [23], adding a new category: soundness issues.

The most common symptom is Internal error (crash), accounting for more than half (19/36) of bugs
found. For example, a fixed bug in ansible.builtin.service_facts caused a KeyError on
Alpine Linux while working correctly on Ubuntu. Alpine uses OpenRC [45] as its init system, and
although the module explicitly supports OpenRC, a faulty regular expression caused the KeyError.
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Internal error (crash) Input handling “

Soundness issue [El

Incorrect assumption about Y

External configuration managed resource

failure

i 1
Misleading report [l General programming error

Performance issue [l OS Sensitivity OS Sensitivity

B OS-agnostic . B OS-agnostic
Idempotency issue OS-sensitive API consistency OS-sensitive
0o 2 4 6 8 10 12 14 16 18 20 0 2 4 6 8 10 12 14 16 18 20
Number of Bugs Number of Bugs
(a) Symptoms. (b) Root causes.

Fig. 13. Qualitative results for the 36 found bugs.

Soundness issues represent cases where a module’s status value (ok, changed, failed) does not
reflect the true system state. Only state-based oracles can detect such issues (Figure 5). For example,
CROSSIBLE uncovered a bug in community.general.apk where invoking the module with an
empty package name returns changed while doing nothing. The ansible.builtin.user module
bug (Figure 4) is another soundness issue.

External configuration failure occurs when modules terminate gracefully (e.g., through
try/except) upon encountering failures from external commands (e.g., Figure 1). We encountered
this only in OS-sensitive bugs, highlighting the need for modules to account for implementation
differences in equivalent resources (e.g., cron) to ensure portability.

Root causes: We manually investigate each bug’s root cause by inspecting failing test logs, module
source code, maintainer discussions, and fixes. We identify four categories, with their distribution
shown in Figure 13b.

The most common root cause is improper input handling, where modules insufficiently validate
input parameters, accounting for over half (17/36) of bugs. Most are uncovered through negative
test cases where CROSSIBLE provides invalid inputs expecting failure.

To provide a uniform, portable API, Ansible modules often wrap managed resources such as
package managers (e.g., apt, dnf) and services (e.g., cron), assuming consistent behavior and
inferring state from outputs and exit codes. However, forked or alternative implementations (e.g.,
cronie vs.vixie cron in Figure 1) can violate these assumptions, accounting for over half (12/22)
of OS-sensitive bugs. For example, the community.general.gem module misinterpreted a zero
exit code as successful uninstall, even though the targeted gem was not removed on Ubuntu. The
fix explicitly verified post-state rather than assuming semantics from exit codes.

Finally, cROSsIBLE finds one bug caused by an inconsistency between documented and actual
API. While documentation for community.dns.nameserver_record_info claims to support the
“ALL" parameter, this actually raised a KeyError.

5.3 RQ3: Code Coverage

Table 5 summarizes code coverage scores across modules for each OS. We measure (1) baseline
coverage (covp) from the original integration suite, (2) augmented coverage (cov,) after adding
CROSSIBLE’s tests, and (3) the per-module change (Acov). Note that Acov reflects individual module
improvements, not aggregated totals.

Across all OSes, average code coverage rises from 63.2% to 75.5%, while medians improve from
78% to 85%. In one extreme case, a single module experiences 95% higher code coverage using
CROSSIBLE’s tests.
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Table 5. Module coverage metrics: baseline coverage (covy) from the unmodified integration test suite,
augmented coverage (cov,) after adding our generated tests, and coverage change (Acov = augmented minus
baseline).

Median Mean Std
oS covg covg Acov| covy covy Acov| covy cov, Acov
Ubuntu (22.04) 81% 86% 3% | 68.8% 78.1% 9.3% | 29.8% 21.8% 15.6%
Ubuntu (24.04) 80.5% 86% 3% | 68.9% 78.4% 9.4% | 29.5% 21.6% 16%
Debian (11) 78%  84% 3% | 65.1% 75.7% 10.6% | 31.5% 23.2% 17.7%
Debian (12) 79% 85% 4% 65% 76.4% 11.3% | 31.8% 23.5% 18%
RHEL (9) 78%  85% 6% | 63.8% 75.8% 12% | 32.5% 23.8% 18.1%
Rocky Linux (9.3) 75%  84% 5% | 59.4% 72.7% 13.2% 34% 259% 21.2%
Alpine (3.20.6) 76% 85% 7% | 57.4% 73.2% 15.8% | 36.6% 25.9% 22.2%
Alpine (3.21.3) 76.3% 85% 6.5% | 57.7% 74.1% 16.4% | 36.6% 25.2% 23.2%
Fedora (40) 80% 86% 4% 68% 79.1% 11% | 30.8% 21.1% 17.7%
Fedora (41) 78% 85% 4% | 62.7% 74.4% 11.6% 33% 25% 18.3%
Arch Linux (latest) 76.6% 85% 6% | 59.1% 74.1% 15% | 35.9% 25.3% 21.5%
OpenSUSE Leap (15.6) 77%  85% 6% | 60.6% 74.6% 14% | 34.6% 25.1% 20.5%
OpenSUSE Tumbleweed (latest) | 77.2%  85% 6% | 61.2% 74.4% 13.1% | 34.4% 25.2% 19.7%
Total 78%  85% 5% | 63.2% 75.5% 12.3% | 33.2% 24% 19.2%

Coverage gains vary across OSes. Alpine exhibits the largest increases (15-16% mean, 6-7%
median) because it is most frequently skipped in upstream test suites, aligning with our empirical
study findings (Figure 7, green bar). By synthesizing OS-aware setup tasks, CROSSIBLE reaches
previously untested Alpine paths, explaining both its high coverage gains and large share of OS-
specific bugs. Standard deviations of 15-23% indicate that some modules benefit much more than
others.

5.4 RQ4: Test Validity and False Positives

Test validity and DSL repair: We evaluate cROSSIBLE’s ability to produce valid test cases. For each
module, cROSSIBLE generates 18 batches of 10 tests, totaling 4,662 batches across all tested modules.
As shown in Table 6, 79.34% of batches pass validation immediately, 97.06% succeed after one retry,
with only one batch requiring seven retries. Passing validation ensures that ansible-test can
parse and execute the tasks. High success rates benefit from small batch sizes, which keep LLM
context short [2] and improve error localization. This demonstrates that LLMs can reliably generate
syntactically and semantically valid IaC programs for complex infrastructure scenarios.
Filtering false positives: Execution produced 3,373 divergences. Our false-positive filter reduced
this by 86% to 475 task failures. After manual inspection, keeping one representative task when
tests fail on multiple OSes, 99 unique tasks remained: 36 genuine bugs (RQ1) and 63 false positives.
False positives arise from two main causes.

First, missing setup dependencies surface as Table 6. Distribution of required DSL repair iterations
module invocation errors (e.g., ImportError across all 4,662 module-batch pairs (18 batches x 259
or command not found), violating our com- modules).

patibility bug definition since (Sy & Deps(M)).
This accounts for 43/63 cases, highlighting Retries # Batches Fraction (%) Cumulative (%)

incomplete module dependency documenta- 0 3,699 79.34 79.34
tion [42]. Second, in 20 cases, the OS can- 1 826 17.72 97.06

. . 2 84 98.9
not satisfy predicate ® because the func- 3 ig 3.24 92'5;
tionality is unsupported on that OS. While 4 10 0.21 99.76
not portability bugs, these expose documen- Z 2 g-(l’g zz-gg
tation gaps since none of these incompati- 7 1 0.02 100.00

bilities were explicitly noted. For instance,
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community.crypto.openssh_cert does not
support SHA-1 on RedHat, only indirectly implied in its integration tests [17]

6 Related Work

Defects in IaC: The most comprehensive prior study is by Drosos et al. [23], who characterize IaC
defects across application (playbook) and runtime (module) layers. They highlight OS sensitivity
and the difficulty of reproducing state-dependent bugs. Our results confirm and extend these
insights for Ansible by uncovering numerous OS-specific defects in Ansible.

Drosos et al. [23] also identify a gap in techniques for the runtime layer (i.e., Ansible modules).
Hassan et al. [32] partly address this by studying state-reconciliation defects and using LLMs to
generate playbooks from issue reports, but rely solely on crashes as oracles.

cROSsIBLE uses a differential oracle to detect compatibility bugs and checks the resulting system
state to uncover soundness bugs (Figure 5). Opdebeeck et al. [42] study Ansible module dependencies
and highlight that loosely documenting dependencies is inadequate.

Work at the application layer (DSL programs) is largely orthogonal to ours. Static techniques

target code smells [43, 51, 53] security risks [15, 44, 49, 50] and semantic violations [47, 52], while
dynamic techniques analyze runtime behavior to surface dependency faults [56] or deployment
errors [13, 30, 54, 55]. These approaches operate on declarative specifications rather than the
underlying runtime we study.
LLMs for IaC: We cover related work on applying LLMs to IaC (e.g., code generation and
misconfiguration detection) is covered in the rationale for our first design principle (Section 4.1).
Other related studies: Furthering the scope, related work on Kubernetes operators explores
varied entry states Sy (Sieve [58]) and desired states ® (Acto [28]) to test reconciliation logic. A
key distinction is architectural: Kubernetes operators interact exclusively with a centralized API
server [36], the authoritative source of system state, enabling oracles to be implemented via API
requests. In contrast, Ansible lacks a single ground-truth API, so cROSSIBLE must infer properties
and semantics from arbitrary applications. To address this challenge, cROSsiBLEleverages an LLM
with targeted guidance informed by our empirical findings.

7 Conclusion

We presented cROSSIBLE, a practical, empirically guided LLM framework that synthesizes integra-
tion tests from Ansible module documentation to stress-test OS portability. Its design builds on a
formal model of OS compatibility bugs and a large-scale empirical study exposing weaknesses in
upstream integration tests, particularly their lack of sophisticated test oracles.

Our evaluation on hundreds of modules shows that cROSsIBLE effectively finds OS compatibility
bugs while significantly increasing code coverage. Beyond bug discovery, cROSSIBLE can be used
to enrich existing test suites.

8 Data Availability

We provide the source code of cROSsIBLE together with all scripts and data needed to reproduce our
results in the supplementary material. We plan to make cROSSIBLE publicly available, concurrently
with this paper’s publication.
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